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A formal proof is a proof that has been verified from first
principles. Generally speaking, formal proofs are constructed
by computer.
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Zermelo-Fraenkel set theory. Morse-Kelly set theory. Von
Neumann-Bernays-Gödel set theory. Tarski-Grothendieck set
theory. Higher-Order Logic. Calculus of Inductive
Constructions. Martin-Löf type theory. Homotopy Type
theory.
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A simplified history of the foundations of mathematics.

During much of mathematical history, logic was unable to
provide a comprehensive list of rules needed for mathematical
reasoning.

Frege and others wrote down a complete list of logical
inference rules that suffice for any mathematical deduction.

Russell’s paradox in 1901 (and related paradoxes in set
theory) showed there was a need for increased attention to
foundations.

If A = {x : x �∈ x}, then (A ∈ A ⇔ A �∈ A).
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Zermelo (1908) gave a list of axioms that most
mathematicians now presume to be consistent.

Most mathematicians use ZFC as their foundational system in
a vague way.
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Caution about foundational issues. We will not concern
ourselves with subtle foundational issues (set-theoretic issues,
universes, etc.). It is true that some people should be careful
about these issues. But is that really how you want to live
your life? (R. Vakil, “The Rising Sea” . Preface 0.3.1)
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[Let V be the category whose objects are the k-vector spaces
kn for each n ≥ 0 (there is one vector space for each n), and
whose morphisms are linear transformations.]

Show that V → f.d.V eck gives an equivalence of categories,
by describing an “inverse” functor. (Recall that we are being
cavalier about set-theoretic assumptions,. . . , To make this
precise, you will need to use Gödel-Bernays set theory or else
replace f.d.V eck with a very similar small category, but we
won’t worry about this.) (Vakil, page 30, Exercise 1.2.D)
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Bourbaki

Many mathematicians associate Bourbaki with ultimate
standards of rigor and formal mathematics. In fact, Bourbaki
is extremely far from commonly accepted norms of
formalized mathematics.

Bourbaki’s Theory of Sets makes a complete mess of the
foundations of set theory. Bourbaki declares that formalized
mathematics is “absolutely unrealizable” and gives a list of
reasons why.

• Formal proofs are too long.

• It is a burden to give up abuses of notation and
abbreviations.

• Metamathematical arguments are useful.

Today all of these problems have been solved.
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There was a second response to Russell’s paradox. Russell
himself introduced type theory as a way out of his paradox:
x ∈ x does not type check and hence is not a well-formed
formula.

Church (1932) introduced the simply typed λ-calculus, which
has had an enormous influence on the design of programming
languages and type theory in computer science.

Dana Scott introduced LCF (logic of computable functions),
which was implemented by Milnor in a computer. A
functional programming language, ML, was designed as a
proof-control language for LCF.

A descendant of LCF is the HOL (higher order logic) family
of proof assistants. Many proof assistants (Coq, Isabelle/HOL,
HOL Light) are implemented in various dialects of ML.

12

Response #2: Types

Wednesday, January 6, 2016



1086–16

For other surveys of formal proofs, see [7], [29].

5. APPENDIX. SOME FORMALLY VERIFIED THEOREMS

This section gives a brief overview of some of the theorems that have been successfully
formalized in various proof assistants. The purpose of these examples is to showcase
the range of what can be obtained by current technologies.

The Four-Color theorem was formalized in Coq [23].

Variable R : real_model.
Theorem four_color : (m : (map R))

(simple_map m) −> (map_colorable (4) m).
Proof.

Exact (compactness_extension four_color_finite).
Qed.

The elementary proof of the Prime Number Theorem by Erdös and Selberg was
formalized in Isabelle [6]. The analytic proof by Hadamard and de la Vallée Poussin
was formalized in HOL Light [33]. In the statement that follows, the symbol & denotes
the function embedding the natural numbers into the real numbers.

// Prime Number Theorem:
((\n. &(CARD {p | prime p ∧ p <= n}) / (&n / log(&n)))−−−> &1) sequentially

Here is the formal statement of the Brouwer fixed point theorem, which was formal-
ized in HOL Light by Harrison.

∀ f:realN−>realN s.
compact s ∧ convex s ∧ ~(s = {}) ∧ f continuous_on s ∧ IMAGE f s SUBSET s�⇒ ∃x. x IN s ∧ f x = x

The formalization of the central limit theorem was carried out earlier this year in
Isabelle [8].

theorem (in prob_space) central_limit_theorem:
fixes

X :: "nat ⇒ ’a ⇒ real" and
µ :: "real measure" and
σ :: real and
S :: "nat ⇒ ’a ⇒ real"

assumes
X_indep: "indep_vars (λi. borel) X UNIV" and
X_integrable: "�n. integrable M (X n)" and

4CT
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2. ADVANCED DEVELOPMENTS IN COQ: THE ODD ORDER
THEOREM

In the previous section, we discussed the construction of a reliable proof assistant. In
this section, we turn to a different proof assistant, Coq, and look at the formalization
of group theory. We warn the reader that the Coq system, which is based on the
Calculus of Inductive Constructions, is significantly different from the HOL system in
the previous section [63], [18].

Feit and Thompson published their famous theorem in 1963 [19].

Theorem 2 (The Odd Order Theorem, Feit-Thompson). — All finite groups of odd
order are solvable.

Theorem Feit_Thompson (gT : finGroup Type) (G : {group gT}) :
odd #|G| −> solvable G.

Solomon writes this about the significance of the Odd Order theorem, “This short
sentence and its long proof were a moment in the evolution of finite group theory
analogous to the emergence of fish onto dry land. Nothing like it had happened before;
nothing quite like it has happened since” [61].

The Odd Order paper broke through various barriers that cleared the way for a
remarkably fruitful massive research collaboration that eventually led to the classifica-
tion of finite simple groups. Significantly, the 255 page Odd Order proof triggered an
avalanche of long complex proofs related to the classification, culminating in the 1221
page classification of quasi-thin groups by Aschbacher and Smith [5].

Background material for the proof appears in textbooks Finite Groups [27], Finite
Group Theory [3], and Character Theory of Finite Groups [37]. The necessary back-
ground includes a basic graduate-level understanding of rings, modules, linear and mul-
tilinear algebra (including direct sums, tensor products and determinants); fields, al-
gebraic closures, and basic Galois theory; the structure theorems of Sylow and Hall;
Jordan-Hölder; Wedderburn’s structure theorem for semisimple algebras; representa-
tion theory with induced representations, Schur’s lemma, Clifford theory, and Maschke’s
theorem; and character theory including Frobenius reciprocity, and orthogonality.

I will not say much about the actual proof of the Odd Order theorem. We have
now had more than fifty years to assimilate the ideas of the proof. There are numerous
surveys of the proof [27, p. 450], [22], [64], [61]. The original proof of Feit and Thompson
was later reworked and simplified in two books [13], [55].

In very brief terms, the proof starts by assuming a minimal counterexample to the
statement. This counterexample will be a finite simple group G of odd order in which
every proper subgroup is solvable. Each maximal subgroup of G is p-local; that is, the
normalizer of a nontrivial subgroup of G of p-power order, for some prime p. The first
major part of the proof of the Odd Order theorem consists in establishing restrictions

http://www.maa.org/archives-spotlight-the-walter-feit-papers around 1960
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This library for the Odd Order Theorem differs in a

fundamental way from a computer algebra systems such as

Sage, Mathematica, Maple, Gap, Singular, and Macaulay2.

Computer algebra systems are not grounded in the

foundations of mathematics. Algorithms are not formally

verified.

In a formal proof, every step is verified.

7

Computer Algebra Systems versus
Algebra in Proof Assistants
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For other surveys of formal proofs, see [7], [29].

5. APPENDIX. SOME FORMALLY VERIFIED THEOREMS

This section gives a brief overview of some of the theorems that have been successfully
formalized in various proof assistants. The purpose of these examples is to showcase
the range of what can be obtained by current technologies.

The Four-Color theorem was formalized in Coq [23].

Variable R : real_model.
Theorem four_color : (m : (map R))

(simple_map m) −> (map_colorable (4) m).
Proof.

Exact (compactness_extension four_color_finite).
Qed.

The elementary proof of the Prime Number Theorem by Erdös and Selberg was
formalized in Isabelle [6]. The analytic proof by Hadamard and de la Vallée Poussin
was formalized in HOL Light [33]. In the statement that follows, the symbol & denotes
the function embedding the natural numbers into the real numbers.

// Prime Number Theorem:
((\n. &(CARD {p | prime p ∧ p <= n}) / (&n / log(&n)))−−−> &1) sequentially

Here is the formal statement of the Brouwer fixed point theorem, which was formal-
ized in HOL Light by Harrison.

∀ f:realN−>realN s.
compact s ∧ convex s ∧ ~(s = {}) ∧ f continuous_on s ∧ IMAGE f s SUBSET s�⇒ ∃x. x IN s ∧ f x = x

The formalization of the central limit theorem was carried out earlier this year in
Isabelle [8].

theorem (in prob_space) central_limit_theorem:
fixes

X :: "nat ⇒ ’a ⇒ real" and
µ :: "real measure" and
σ :: real and
S :: "nat ⇒ ’a ⇒ real"

assumes
X_indep: "indep_vars (λi. borel) X UNIV" and
X_integrable: "�n. integrable M (X n)" and

Prime Number Theorem
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X_mean_0: "�n. expectation (X n) = 0" and
σ_pos: "σ > 0" and
X_square_integrable: "�n. integrable M (λx. (X n x)2)" and
X_variance: "�n. variance (X n) = σ2" and
X_distrib: "�n. distr M borel (X n) = µ"

defines
"S n ≡ λx. Σ i<n. X i x"

shows
"weak_conv_m (λn. distr M borel (λx. S n x / sqrt (n ∗ σ2)))

(density lborel standard_normal_density)"

The Kepler conjecture asserts that no packing of congruent balls in R3 can have
density greater than the face-centered cubic packing. The Kepler conjecture is a theorem
whose proof relies on many computer calculations [30]. The non-computer parts of the
proof (as well as many of the computer parts of the proof) of the Kepler conjecture
have been formalized in HOL Light [31]. The statement that follows expresses the non-
computer part of the proof. This formalization has been a large collaborative effort.

linear_programming_results ∧
import_tame_classification ∧
the_nonlinear_inequalities ∧
restricted_hypermaps_are_planegraphs�⇒ the_kepler_conjecture

the_kepler_conjecture ⇐⇒
(∀V. packing V�⇒ (∃c. ∀r. &1 ≤ r�⇒ &(CARD(V ∩ ball(vec 0,r))) ≤

π ∗ r3 / sqrt(&18) + c ∗ r2))

6. APPENDIX. THE INFERENCE RULES OF HOL

The type system, the terms, sequents, and axioms of HOL have been described in
the first section of this report. For reference purposes, we list all the inference rules of
HOL, as formulated by Harrison. We borrow from the presentation in [29].

The system has ten inference rules and a mechanism for defining new constants and
types. Each inference rule is depicted as a fraction; the inputs to the rule are listed in
the numerator, and the output in the denominator. The inputs to the rules may be
terms or other theorems. In the following rules, we assume that p and p′ are equal, up
to a renaming of bound variables, and similarly for b and b′. (Such terms are called
α-equivalent.)

Central Limit Theorem
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The face-centered cubic packing is “the tightest possible, so
that in no other arrangement could more pellets be stuffed into
the same container.” (Kepler, 1611)
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X_mean_0: "�n. expectation (X n) = 0" and
σ_pos: "σ > 0" and
X_square_integrable: "�n. integrable M (λx. (X n x)2)" and
X_variance: "�n. variance (X n) = σ2" and
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"S n ≡ λx. Σ i<n. X i x"

shows
"weak_conv_m (λn. distr M borel (λx. S n x / sqrt (n ∗ σ2)))

(density lborel standard_normal_density)"

The Kepler conjecture asserts that no packing of congruent balls in R3 can have
density greater than the face-centered cubic packing. The Kepler conjecture is a theorem
whose proof relies on many computer calculations [31]. The Kepler conjecture has been
formalized (7) in a combination of the HOL Light and Isabelle proof assistants [32]. This
formalization has been a large collaborative effort.

� the_nonlinear_inequalities

� import_tame_classification ∧
the_nonlinear_inequalities ∧�⇒ the_kepler_conjecture

� the_kepler_conjecture ⇐⇒
(∀V. packing V�⇒ (∃c. ∀r. &1 ≤ r�⇒ &(CARD(V ∩ ball(vec 0,r))) ≤

π ∗ r3 / sqrt(&18) + c ∗ r2))

6. APPENDIX. THE INFERENCE RULES OF HOL

The type system, the terms, sequents, and axioms of HOL have been described in
the first section of this report. For reference purposes, we list all the inference rules of
HOL, as formulated by Harrison. We borrow from the presentation in [30].

The system has ten inference rules and a mechanism for defining new constants and
types. Each inference rule is depicted as a fraction; the inputs to the rule are listed in
the numerator, and the output in the denominator. The inputs to the rules may be
terms or other theorems. In the following rules, we assume that p and p′ are equal, up
to a renaming of bound variables, and similarly for b and b′. (Such terms are called
α-equivalent.)

7. This project was completed on August 10, 2014.

Hales et al. A formal proof of the Kepler conjecture

7. Tame Classification

The first major success of the Flyspeck project was the formalization of the classification
of tame plane graphs. In the original proof of the Kepler conjecture, this classification
was done by computer, using custom software to generate plane graphs satisfying given
properties. This formalization project thus involved the verification of computer code. The
formal verification of the code became the subject of Gertrud Bauer’s PhD thesis under the
direction of Nipkow. The work was completed by Nipkow [36].
As explained in Section 4, the tame plane graphs encode the possible counterexamples

to the Kepler conjecture as plane graphs. The archive is a computer-generated list of all
tame graphs. It is a text file that can be imported by the di!erent parts of the proof. In this
section we explain how the following completeness theorem is formalized in Isabelle/HOL:
|! ”g " PlaneGraphs” and ”tame g” shows ”fgraph g "# Archive”

The meaning of the terms PlaneGraphs, tame, fgraph, and Archive is explaned in
the following paragraphs. In informal terms, the completeness theorem asserts that every
tame plane graph is isomorphic to a graph appearing in the archive.
Plane graphs are represented as an n-tuple of data including a list of faces. Faces are

represented as lists of vertices, and each vertex is represented by an integer index. A
function fgraph strips the n-tuple down to the list of faces.
To prove the completeness of the archive, we need to enumerate all tame plane graphs.

For this purpose we rely on the fact that HOL contains a functional programming lan-
guage. In essence, programs in HOL are simply sets of recursion equations, i.e., pure
logic. The original proof classifies tame plane graphs by a computer program written in
Java. Therefore, as a first step in the formalization, we recast the original Java program for
the enumeration of tame plane graphs in Isabelle/HOL. The result is a set of graphs called
TameEnum. In principle we could generate TameEnum by formal proof but this would be
extremely time and space consuming because of the huge number of graphs involved (see
below). Therefore we rely on the ability of Isabelle/HOL to execute closed HOL formu-
las by translating them automatically into a functional programming language (in this case
ML), running the program, and accepting the original formula as a theorem if the execution
succeeds [11]. The programming language is merely used as a fast term rewriting engine.
We prove the completeness of the archive in two steps. First we prove that every tame

plane graph is in TameEnum. This is a long interactive proof in Isabelle/HOL. Then we
prove that every graph in TameEnum is isomorphic to some graph in the archive. Formally
this can be expressed as follows:
|! fgraph ‘ TameEnum $# Archive

This is a closed formula that Isabelle proves automatically by evaluating it (in ML) because
all functions involved are executable.
In the following two subsections we give a high-level overview of the formalization and

proof. For more details see [36, 34]. The complete machine-checked proof, including the
archive is available online in the Archive of Formal Proofs afp.sf.net [4]. Section 7.3
discusses the size of the archive and some performance issues.

7.1. plane graphs and their enumeration. Plane graphs are not defined by the conven-
tional mathematical definition. They are defined by an algorithm that starts with a polygon
and inductively adds loops to it in a way that intuitively preserves planarity. (The algo-
rithm is an implementation in code of a process of drawing a sequence of loops on a sheet
of paper, each connected to the previous without crossings.)

11
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A FORMAL PROOF OF THE KEPLER CONJECTURE

THOMAS HALES, MARK ADAMS, GERTRUD BAUER, DANG TAT DAT, JOHN HARRISON, HOANG LE
TRUONG, CEZARY KALISZYK, VICTOR MAGRON, SEAN MCLAUGHLIN, NGUYEN TAT THANG,
NGUYEN QUANG TRUONG, TOBIAS NIPKOW, STEVEN OBUA, JOSEPH PLESO, JASON RUTE,

ALEXEY SOLOVYEV, TA THI HOAI AN, TRAN NAM TRUNG, TRIEU THI DIEP, JOSEF URBAN, VU
KHAC KY, ROLAND ZUMKELLER,

Abstract. This article describes a formal proof of the Kepler conjecture on dense sphere
packings in a combination of the HOL Light and Isabelle proof assistants. This paper
constitutes the o!cial published account of the now completed Flyspeck project.

1. Introduction

The booklet Six-Cornered Snowflake, which was written by Kepler in 1611, contains
the statement of what is now known as the Kepler conjecture: no packing of congruent
balls in Euclidean three-space has density greater than that of the face-centered cubic pack-
ing [27]. This conjecture is the oldest problem in discrete geometry. The Kepler conjecture
forms part of Hilbert’s 18th problem, which raises questions about space groups, anisohe-
dral tilings, and packings in Euclidean space. Hilbert’s questions about space groups and
anisohedral tiles were answered by Bieberbach in 1912 and Reinhardt in 1928. Starting
in the 1950s, L. Fejes Tóth gave a coherent proof strategy for the Kepler conjecture and
eventually suggested that computers might be used to study the problem [6]. The truth of
the Kepler conjecture was established by Ferguson and Hales in 1998, but their proof was
not published in full until 2006 [18].
The delay in publicationwas caused by the di!culties that the referees had in verifying a

complex computer proof. Lagarias has described the review process [30]. He writes, “The
nature of this proof . . .makes it hard for humans to check every step reliably. . . . [D]etailed
checking of many specific assertions found them to be essentially correct in every case. The
result of the reviewing process produced in these reviewers a strong degree of conviction
of the essential correctness of this proof approach, and that the reduction method led to
nonlinear programming problems of tractable size.” In the end, the proof was published
without complete certification from the referees.
At the Joint Math Meetings in Baltimore in January 2003, Hales announced a project to

give a formal proof of the Kepler conjecture and later published a project description [15].
The project is called Flyspeck, an expansion of the acronym FPK, for the Formal Proof
of the Kepler conjecture. The project has formalized both the traditional text parts of the
proof and the parts of the proof that are implemented in computer code as calculations. This
paper constitutes the o!cial published account of the now completed Flyspeck project.
The first definite contribution to the project was the formal verification by Bauer and

Nipkow of a major piece of computer code that was used in the proof (see Section 7). Major
work on the text formalization project started with NSF funding in 2008. An international
conference on formal proofs and the Flyspeck project at the Institute of Math (VAST) in
Hanoi in 2009 transformed the project into a large international collaboration. The PhD
theses of Bauer [4], Obua [39], Zumkeller [48], Magron [32], and Solovyev [43] have been

1
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This particular formal proof has several special features that call for careful auditing.
The most serious issue is that the full formal proof was not obtained in a single session of
HOL Light. An audit should check that the statement of the tame classification theorem
in Isabelle has been faithfully translated into HOL Light. (It seems to us that our single
greatest vulnerability to error lies in the hand translation of this one statement from Isabelle
to HOL Light, but even here there is no mathematical reasoning involved beyond a rote
translation.) In particular, an audit should check that the long list of tame graphs that is
used in Isabelle is identical to the list that is used in HOL Light. (As mentioned above,
both systems generated their list from the same master file.)
The auditor should also check the design of the special modification of HOL Light that

was used to combine nonlinear inequalities into a single session.

11. Related work and acknowledgements

Numerous other research projects in formal proofs have made use of the Flyspeck
project in some way or have been inspired by the needs of Flyspeck. These projects include
the work cited above on linear programming and formal proofs of nonlinear inequalities,
automated translation of proofs between formal proof systems [42], [24], [34], the refac-
toring of formal proofs [3], machine learning applied to proofs and proof automation [25]
[26], an SSReflect mode for HOL Light [43], and a mechanism to execute trustworthy
external arithmetic from Isabelle/HOL [40], [41].
The roles of the various members of the Flyspeck project have been spelled out in the

email announcement of the project completion, posted at [7].
We wish to acknowledge the help, support, influence, and various contributions of the

following individuals: Nguyen Duc Thinh, Nguyen Duc Tam, Vu Quang Thanh, Vuong
Anh Quyen, Catalin Anghel, Jeremy Avigad, Henk Barendregt, Herman Geuvers, Georges
Gonthier, Daron Green, Mary Johnston, Christian Marchal, Laurel Martin, Robert Solo-
vay, Erin Susick, Dan Synek, Nicholas Volker, MatthewWampler-Doty, Benjamin Werner,
Freek Wiedijk, Carl Witty, and Wenming Ye.
We wish to thank the following sources of institutional support: NSF grant 0503447 on

the “Formal Foundations of Discrete Geometry” and NSF grant 0804189 on the “Formal
Proof of the Kepler Conjecture,” Microsoft Azure Research, William Benter Foundation,
University of Pittsburgh, Radboud Research Facilities, Institute of Math (VAST), and VI-
ASM.

12. Appendix on definitions

The following theorem provides evidence that key definitions in the statement of the
Kepler conjecture are the expected ones.
|-

// real absolute value:

(&0 <= x ==> abs x = x) /\ (x < &0 ==> abs x = -- x) /\

// powers:

x pow 0 = &1 /\ x pow SUC n = x * x pow n /\

// square root:

(&0 <= x ==> &0 <= sqrt x /\ sqrt x pow 2 = x) /\

// finite sums:

17
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Other powerful forms of automation in proof assistants include the certification of
linear programs and nonlinear inequalities over the real numbers [62].

4. FINAL REMARKS

The aim of this report has been to describe some of the recent developments in formal
proofs. Space and time do not permit a comprehensive survey, but in this final section,
I briefly mention a few other projects.

4.1. Homotopy Type Theory

My report will be directly followed by a report by Coquand on dependent types and
the univalence axiom, so I will be brief in my remarks on homotopy type theory.

Homotopy type theory (HoTT) is a foundational system for mathematics that in-
cludes dependent type theory, the univalence axiom, and higher inductive types. Intro-
ductions to homotopy type theory can be found at [65], [54]. For models of HoTT, see
[9], [42]. HoTT has set quotients and function extensionality, giving remedies to some
of Coq’s nuisances.

It goes without saying that as mathematicians, we construct the ground on which
we stand; the foundations of mathematics are of our choosing, subject to only mild
constraints such as plausible consistency, expressive power, and a community of users.
In particular, nothing but our own limited imaginations prevents us from relocating the
foundations much closer to home.

By being a foundational system that is close to the actual practice of homotopy theory,
HoTT makes the formalization of this branch of mathematics surprisingly refreshing.
In the last two years many new formal proofs and constructions have been obtained:
loop spaces, computations of various fundamental groups of spheres, the Freudenthal
suspension theorem, the Seifert-van Kampen theorem, construction of Eilenberg-Mac
Lane spaces [47], and the Blakers-Massey theorem. Formalization of these results in
other systems would have been much more labor intensive. A new line of research
develops homotopy theory within HoTT foundations.

As an example, we list Grayson’s code that constructs the classifying space as the
type of a torsor in HoTT [28]. We include his proof that the classifying space BG
is connected. I challenge any other system to pass from the foundations of math to
classifying spaces so directly and elegantly!

Definition ClassifyingSpace G := pointedType (Torsor G) (trivialTorsor G).
Definition E := PointedTorsor.
Definition B := ClassifyingSpace.
Definition π {G:gr} := underlyingTorsor : E G −> B G.

Lemma isconnBG (G:gr) : isconnected (B G).
Proof. intros. apply (base_connected (trivialTorsor _)).

1086–15

intros X. apply (squash_to_prop (torsor_nonempty X)). { apply propproperty. }
intros x. apply hinhpr. exact (torsor_eqweq_to_path (triviality_isomorphism X x)).

Defined.

4.2. Bourbaki on formalization

Over the past generation, the mantle for Bourbaki-style mathematics has passed to
the formal proof community, in the way it deliberates carefully on matters of notation
and terminology, finds the appropriate level of generalization of concepts, and situates
different branches of mathematics within a coherent framework.

The opening quote claims that formalized mathematics is absolutely unrealiz-
able. Bourbaki objected that formal proofs are too long (“ la moindre démonstration
. . . exigerait déjà des centaines de signes”), that it would be a burden to forego
the convenience of abuses of notation, and that they do not leave room for useful
metamathematical arguments and abbreviations [16].

Bourbaki is correct in the strict sense that no human artifact is absolutely trustworthy
and that the standards of mathematics evolve in a historical process, according to avail-
able technology. Nevertheless, the technological barriers hindering formalization have
fallen one after another. Today, computer verifications that check millions of inferences
are routine. As Gonthier has convincingly shown in the Odd Order theorem project,
many abuses of notation can actually be described by precise rules and implemented
as algorithms, making the term abuse of notation really something of a misnomer, and
allowing mathematicians to work formally with customary notation. Finally, the trend
over the past decades has been to move more and more features out of the metatheory
and into the theory by making use of features of higher-order logic and reflection. In
particular, it is now standard to treat abbreviations and definitions as part of the logic
itself rather than metatheory.

4.3. Future work

This report has described three major projects in the world of formal proofs: trust-
worthy systems with HOL, advanced mathematical theorems formalized in Coq, and
increased automation with sledgehammers.

We are still far from having an automated mathematical journal referee system, but
close enough to propose this as a realistic research program. Already some 10% of all
papers of the Principles of Programming Languages (POPL) symposium in computer
science are completely formalized [60]. Other recent research automates the translation
of mathematical prose from English into a computer-parsable form with semantic con-
tent [20]. As these technologies develop, we may anticipate the day when the precise
formal statements of mathematical theorems may be extracted from the prose. Once
sufficiently many statements from the natural language proof can similarly be extracted,
proof automation will take over, filling in the remaining details, to produce a formal
proof from the natural language text.

Grayson’s code in HoTT

5
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Initialize Game C0

100 T [!] ! 0n Game C1

procedure F (M)
110 s ! s + 1, Ms ! M
111 P !Prefix(M1, . . . ,Ms), p! |P |/n, C!T [P ]
112 for j ! p + 1 to m do
113 X ! C "Mj

114 C
$! {0, 1}n

115 if C# image(") then bad ! true, C! image(")
116 if X#domain(") then bad ! true, C ! "[X]
117 "[X] ! C
118 T [M1..j ] ! C
119 return C

Initialize Game C2

200 T [!] ! 0n

procedure F (M)
210 s ! s + 1, Ms ! M
211 P !Prefix(M1, . . . ,Ms), p! |P |/n, C!T [P ]
212 for j ! p + 1 to m do
213 X ! C "Mj

214 C
$! {0, 1}n

215 if X # domain(") then bad ! true
216 "[X] ! C
217 T [M1..j ] ! C
218 return C

Initialize Game C3

300 T [!] ! 0n, defined ! 0n

procedure F (M)
310 s ! s + 1, Ms ! M
311 P !Prefix(M1, . . . ,Ms), p! |P |/n, C!T [P ]
312 for j ! p + 1 to m do
313 X ! C "Mj

314 C
$! {0, 1}n

315 if X # domain(") then bad ! true
316 "[X] ! defined
317 T [M1..j ] ! C
318 return C

Initialize Game C4

400 T [!] ! 0n, defined ! 0n

procedure F (M)
410 s ! s + 1, Ms ! M
411 P !Prefix(M1, . . . ,Ms), p! |P |/n, C!T [P ]
412 for j ! p + 1 to m do
413 X ! C "Mj

414 if X # domain(") then bad ! true
415 "[X] ! defined

416 C ! T [M1..j ]
$! {0, 1}n

417 Zs $! {0, 1}n

418 return Zs

Finalize Game C5

500 T [!] ! 0n, defined ! 0n

501 for s ! 1 to q do
502 P ! Prefix(M1, . . . , Ms), p! |P |/n, C ! T [P ]
503 for j ! p + 1 to m do
504 X ! C " Ms

j

505 if X # domain(") then bad ! true
506 "[X] ! defined
507 C ! T [Ms

1..j ]
$! {0, 1}n

Finalize Game C6

600 T [!] ! 0n, defined ! 0n

601 for s ! 1 to q do
602 P ! Prefix(M1, . . . , Ms), p ! |P |/n, C ! T [P ]
603 X ! C " Ms

p+1

604 if X # domain(") then bad ! true
605 "[X] ! defined
606 C ! T [Ms

1..p+1]
$! {0, 1}n

607 for j ! p + 2 to m do
608 X ! C " Ms

j

609 if X # domain(") then bad ! true
610 "[X] ! defined
611 C ! T [Ms

1..j ]
$! {0, 1}n

Finalize Game C7

700 T [!] ! 0n, defined ! 0n

701 for X # ({0, 1}n)+ do T [X] $! {0, 1}n

701 for s ! 1 to q do
702 P ! Prefix(M1, . . . , Ms), p ! |P |/n
703 if T [P ]" Ms

p+1 # domain(") then bad ! true
704 "[T [P ]" Ms

p+1] ! defined
705 for j ! p + 2 to m do
706 if T [Ms

1..j!1]"Ms
j #domain(") then bad ! true

707 "[T [Ms
1..j!1]" Ms

j ] ! defined

Finalize Game C8

800 T [!] ! 0n, defined ! 0n

801 for X # ({0, 1}n)+ do T [X] $! {0, 1}n

802 for s ! 1 to q do
803 Ps ! Prefix(M1, . . . , Ms), ps ! |Ps|/n
804 if T [Ps]" Ms

ps+1 # domain(") then bad ! true
805 "[T [Ps]" Ms

ps+1] ! defined
806 for j ! ps + 1 to m $ 1 do
807 if T [Ms

1..j ]"Ms
j+1#domain(") then bad ! true

808 "[T [Ms
1..j ]" Ms

j+1] ! defined

Figure 9: Games used for the CBC MAC analysis. Prefix(M1, . . . ,Ms), Mi, and M1..j are defined in the
text.

26

Bellare-Rogaway game style proofs
in cryptography

Finalize Game C9

900 T [!] ! 0n

901 for X " ({0, 1}n)+ do T [X] $! {0, 1}n

902 for s ! 1 to q do Ps!Prefix(M1, . . . , Ms), ps! |Ps|/n
903 bad !
904 T [Ps]# Ms

ps+1 = T [Pr]# Mr
pr+1 for some 1 $ r < s $ q, or

905 T [Ps]# Ms
ps+1 = T [Mr

1..i]# Mr
i+1 for some 1 $ r < s $ q, pr+ 1$ i $ m%1, or

906 T [Ms
1..j ]# Ms

j+1 = T [Pr]# Mr
pr+1 for some 1 $ r $ s $ q, ps+1 $ j $ m%1, or

907 T [Ms
1..j ]# Ms

j+1 = T [Mr
1..i]# Mr

i+1 for some 1 $ r $ s $ q, pr+1 $ i $ m%1, ps+1 $ j $ m%1, i<j if r=s

Figure 10: Terminal game used in the analysis of the CBC MAC.

as well choose a random value Zs and return it to the adversary, doing nothing else with Zs. This is
the change made for game C4. The transition is conservative. !C4 & C5: Changing game C4 to C5

is by the de-randomization technique. First de-randomize line 417, letting each Zs be a constant Zs.
Thus we are not returning random values Z1, . . . , Zq to the adversary, we are returning constants
Z1, . . . , Zq instead. Since adversary A is deterministic there are corresponding queries M1, . . . , Mq

that it will ask. As these are constants, we need no longer consider the adversary as interacting
with its oracle; in game C5 we “hardwire in” the sequence of queries M1, . . . , Mq (and responses
Z1, . . . , Zq except that these have no influence on the game) that the adversary A would have asked.
The “virtual-queries” M1, . . . , Mq still have to be valid: each Ms is an mn-bit string di!erent from
all prior ones. We have that Pr[AC4 sets bad ] $ Pr[C5 sets bad ]. ! C5 & C6: Game C6 unrolls
the first iteration of the loop at lines 503–507. This transformation is conservative. ! C6 & C7:
Game C7 is a rewriting of game C6 that omits mention of the variables C and X, directly using
values from the T -table instead, these values now being chosen at the beginning of the game. The
change is conservative. !C7 & C8: Game C8 re-indexes the for loop at line 705–707. The change
is conservative. !C8 & C9: Game C9 restructures the setting of bad inside the loop at 802–808 to
set bad in a single statement. Points were put into the domain of " at lines 805 and 808 and we
checked if any of these points coincide with specified other points at lines 804 and 807. Running
through the four possible types of collisions gives rise to the tests at lines 904–907. The change is
conservative.

At this point we have only to bound Pr[C9 sets bad ]. We do this using the sum bound and a case
analysis. Fix a line number among 904, 905, 906, and 907, and fix a corresponding r, i, s, j as
specified on that line. We will show that the probability that the indicated equation holds is at
most 2!n and so, adding the loss incurred in transitioning from From this we can conclude that
Pr[C9 sets bad ] $ 0.5m2q2 because the total number of equations under consideration is less than
0.5m2q2. To see that this is the total number of equations note that we can name a candidate
equation by choosing a pair of points (r, i), (q, j) " [1 .. q] ' [0 ..m%1] and then rejecting this pair
if (r, i) does not proceed (s, j) in lexicographic order. Adding in the 0.5m2q2 term we lost in going
from game C0 to game C2, we will be done. The case analysis follows.

Line 904. We first bound Pr[T [Pr]# Mr
pr+1 = T [Ps]# Ms

ps+1]. If Pr = Ps = ! then Pr[T [Pr]# Mr
pr+1 =

T [Ps]# Ms
ps+1] = Pr[Mr

1 = Ms
1] = 0 because Mr and Ms, having only ! as a common block prefix, must

di!er in their first blocks. If Pr = ! but Ps (= ! then Pr[T [Pr]# Mr
pr+1 = T [Ps]# Ms

ps+1] = Pr[Mr
1 =

T [Ps]# Ms
ps+1] = 2!n since the probability expression involves the single random variable T [Ps] that

is uniformly distributed in {0, 1}n. If Pr (= ! and Ps = ! the same reasoning applies. If Pr (= ! and
Ps (= ! then Pr[T [Pr]# Mr

pr+1 = T [Ps]# Ms
ps+1] = 2!n unless Pr = Ps, so assume that to be the case.

Then Pr[T [Pr]# Mr
pr+1 = T [Ps]# Ms

ps+1] = Pr[Mr
pr+1 = Ms

ps+1] = 0 because Pr = Ps is the longest
block prefix that coincides in Mr and Ms.
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Characteristic of rings. Prime fields 345

Now we state the propositions:

(106) Let us consider a prime number p, an (Z /p)-homomorphic field F with
characteristic p, and a homomorphism f from Z /p to F . Then f =
canHomZ /p(F ).
Proof: Set g = canHomZ /p(F ). Reconsider p1 = p − 1 as an element
of N. Define P[natural number] ≡ for every element j of Z /p such that
j = $1 holds f(j) = g(j). For every element k of N such that 0 � k < p1
holds if P[k], then P[k + 1] by [3, (13), (44)], [29, (14), (7)]. For every
element k of N such that 0 � k � p1 holds P[k] from [34, Sch. 7]. �

(107) Let us consider a prime number p, and a homomorphism f from Z /p to
Z /p. Then f = idZ /p. The theorem is a consequence of (106).
Let p be a prime number and F be a field with characteristic p. Observe that

PrimeFieldF is (Z /p)-homomorphic and canHomZ /p(PrimeFieldF ) is onto.
Now we state the propositions:

(108) Let us consider a prime number p, and a field F with characteristic p.
Then Z /p and PrimeFieldF are isomorphic.

(109) Let us consider a prime number p, and a strict subfield F of Z /p. Then
F = Z /p.

(110) Let us consider a prime number p. Then PrimeFieldZ /p = Z /p.
(111) Let us consider a prime number p, and a field F with characteristic p.

Then F includes Z /p.
(112) Let us consider a prime number p, a field F with characteristic p, and

a field E. If F includes E, then E includes Z /p. The theorem is a conse-
quence of (72) and (88).

Let p be a prime number. One can check that Z /p is prime.
Now we state the propositions:

(113) Let us consider a field F . Then char(F ) = 0 if and only if PrimeFieldF
and FQ are isomorphic. The theorem is a consequence of (101), (43), and
(89).

(114) Let us consider a prime number p, and a field F . Then char(F ) = p
if and only if PrimeFieldF and Z /p are isomorphic. The theorem is a
consequence of (108), (43), and (89).

(115) Let us consider a strict field F . Then F is prime if and only if F and
FQ are isomorphic or there exists a prime number p such that F and Z /p
are isomorphic. The theorem is a consequence of (86), (101), (108), (44),
(57), and (58).
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intros X. apply (squash_to_prop (torsor_nonempty X)). { apply propproperty. }
intros x. apply hinhpr. exact (torsor_eqweq_to_path (triviality_isomorphism X x)).

Defined.

4.2. Bourbaki on formalization

Over the past generation, the mantle for Bourbaki-style mathematics has passed to
the formal proof community, in the way it deliberates carefully on matters of notation
and terminology, finds the appropriate level of generalization of concepts, and situates
different branches of mathematics within a coherent framework.

The opening quote claims that formalized mathematics is absolutely unrealiz-
able. Bourbaki objected that formal proofs are too long (“ la moindre démonstration
. . . exigerait déjà des centaines de signes”), that it would be a burden to forego
the convenience of abuses of notation, and that they do not leave room for useful
metamathematical arguments and abbreviations [16].

Bourbaki is correct in the strict sense that no human artifact is absolutely trustworthy
and that the standards of mathematics evolve in a historical process, according to avail-
able technology. Nevertheless, the technological barriers hindering formalization have
fallen one after another. Today, computer verifications that check millions of inferences
are routine. As Gonthier has convincingly shown in the Odd Order theorem project,
many abuses of notation can actually be described by precise rules and implemented
as algorithms, making the term abuse of notation really something of a misnomer, and
allowing mathematicians to work formally with customary notation. Finally, the trend
over the past decades has been to move more and more features out of the metatheory
and into the theory by making use of features of higher-order logic and reflection. In
particular, it is now standard to treat abbreviations and definitions as part of the logic
itself rather than metatheory.

4.3. Future work

This report has described three major projects in the world of formal proofs: trust-
worthy systems with HOL, advanced mathematical theorems formalized in Coq, and
increased automation.

We are still far from having an automated mathematical journal referee system, but
close enough to propose this as a realistic research program. Already some 10% of all
papers of the Principles of Programming Languages (POPL) symposium in computer
science are completely formalized [61]. Other recent research automates the translation
of mathematical prose from English into a computer-parsable form with semantic con-
tent [21]. As these technologies develop, we may anticipate the day when the precise
formal statements of mathematical theorems may be extracted from the prose. Once
sufficiently many statements from the natural language proof can similarly be extracted,
proof automation will take over, filling in the remaining details, to produce a formal
proof from the natural language text.
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+ Four-color theorem, Grothendieck, Weil conjectures, 
Harish-Chandra, Lafforgue, Langlands, Arthur, Almgren, 

Kepler conjecture, geometrization theorem, etc.
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Birch-Swinnerton Dyer conjecture, Sato-Tate Conjecture,

Lyons-Sims group of order 28375671111311371671, original

proof of the Calalan conjecture xm − xn = 1, qWZ proof of

the Rogers-Ramunujan identities, conjectural optimal

packings of tetrahedra (Chen-Engel-Glotzer), 4-color

theorem, finite projective plane of order 10, Smale’s 14th

problem on strange attractors in the Lorenz oscillator,

Mandelbrot’s conjectures in fractal geometry, visualization of

sphere eversions and Costa surface embeddings, the double

bubble conjecture, construction of counterexamples to the

Kelvin conjecture, calculation of kissing numbers

(Sloane-Odlyzko), the character table for E8
(Atlas project),

Cohn-Kumar proof of the packing optimality of the Leech and

E8
packings among lattices, classification of fake projective

planes, weak Goldbach, twin prime problem (2013).

3

Historically, no branch of human knowledge makes

stronger claims to certainty than mathematics.

Mathematics has reached a level of unprecedented

complexity.

Mathematics is making the transition to computer based

systems.

Computers are very mathematical in some respects

and very unmathematical in other respects.

16
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Historically, ZFC set theory and type theory gave two

different resolutions of Russell’s paradox. These two

approaches to foundations continue to this day.

mathematicians — computer scientists

ZFC set theory — type theory

classical logic — constructive logic

14

Mathematics and Computer Science
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As more mathematics moves to computer platforms, these
lines are becoming blurred.

• Isabelle/HOL

– prime number theorem

– Sel4 operating system microkernel verification

• Coq

– Odd Order theorem

– CompCert C compiler verification

• HOL Light

– Kepler conjecture

– Intel microcode verification

15
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sequents, the rules of inference, the axioms, and theorems. For example, it only takes
seven lines of computer code to describe the datatypes for HOL types, terms, and
theorems, as shown in the following listing of code [36].

type hol_type = Tyvar of string
| Tyapp of string ∗ hol_type list

type term = Var of string ∗ hol_type
| Const of string ∗ hol_type
| Comb of term ∗ term
| Abs of term ∗ term

type thm = Sequent of (term list ∗ term)

2. The code has been written in a clean, readable style and has been scrutinized by
many computer scientists, logicians, and mathematicians (including me).

3. The correctness of the kernel has been formally verified, using the HOL Light proof
assistant itself (extended by a large cardinal) [32]. (4) Specifically, a model of HOL can
be built inside HOL itself along the same lines as the model of HOL in ZFC described
above.

This formal verification of HOL in HOL goes further than the construction of a model.
It also checks that the code implementing the logic is bug free. The code verification
is based on the parallels mentioned above between the metalanguage and HOL itself,
allowing the OCaml source code for the HOL kernel to be translated back into HOL
for verification. A stricter standard of code verification, based on the semantics of the
programming language, is discussed in the next subsection. The proof of HOL in HOL
removes most practical doubts about the correctness of the kernel.

As independent corroboration, the correctness proof of the kernel of HOL Light has
been automatically translated into the HOL Zero and HOL4 assistants and reverified
there [1].

1.5. HOL in machine code

The formal verification of HOL in HOL does not settle the issue of trust once and
for all. The reliability of the proof assistant ultimately rests on the entire computer
environment in which the software operates, including the semantics of programming
languages, compilers, operating systems, and hardware. These issues should be a con-
cern of every mathematician who cares about the foundations of mathematics at a time
when the practice of mathematics is gradually migrating to computers.

4. A large cardinal axiom gives the existence of a large type corresponding to the set �T that we
used above in the construction of a model. By Gödel, we do not expect to construct a model of HOL
in HOL except by adding an axiom to strengthen the system.

Trust
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I give an example of a formal verification project that has been subjected to testing of

just the sort that Koblitz has proposed.

Compcert is a formally verfied C compiler that was developed at INRIA

According to the project page,

Its intended use is the compilation of life-critical and mission-critical software

written in C and meeting high levels of assurance.. . .What sets CompCert C

apart from any other production compiler, is that it is formally verified, us-

ing machine-assisted mathematical proofs, to be exempt from miscompilation

issues. In other words, the executable code it produces is proved to behave

exactly as specified by the semantics of the source C program. This level of

confidence in the correctness of the compilation process is unprecedented and

contributes to meeting the highest levels of software assurance.

Computer scientists at the University of Utah developed software (Csmith) that automat-

ically generates test-cases to find compiler bugs. The researchers report that their software

found over 325 previously unknown software bugs in compilers. Here is their conclusion

about the Compcert compiler:

The striking thing about our CompCert results is that the middle-end bugs

we found in all other compilers are absent. As of early 2011, the under-

development version of CompCert is the only compiler we have tested for

which Csmith cannot find wrong-code errors. This is not for lack of trying:

we have devoted about six CPU-years to the task. The apparent unbreak-

ability of CompCert supports a strong argument that developing compiler

optimizations within a proof framework, where safety checks are explicit and

machine-checked, has tangible benefits for compiler users.

6. Formal Proofs in Cryptography

Mathematical cryptography differs in a couple of profound ways from other branches of

mathematics that I have some knowledge of.

First, the most important foundational questions of mathematical cryptography are still

assumptions. I mean questions such as P vs. NP , the existence of one-way functions, and

concrete application specific questions such as the RSA-assumption, the decisional Diffie-

Hellman problem, and so forth. To me as an outsider, it sometimes almost seems to me that

each new cryptosystem carries with it a new assumption asserting the security of the new

system. This is very different from the use of assumptions in other fields of mathematics.

Koblitz has criticized the way that assumptions are used in mathematical cryptography, and

I agree with many of his criticisms. In particular, we should be wary of assumptions that

are not known to hold in any concrete instance and that become increasingly implausible

with each passing year “Assume that quantum computers do not exist.”

Second, cryptography is an applied discipline and as such it is subject to the usual essential

inadequacy of any model of the real world. A security proof is never going to adequately

model the torture chamber in which the victim’s password is obtained by coercion. The

cryptographic systems have intelligent active adversaries, who study the security models

and break the rules. This is very different from say the use of the Black-Scholes equation

6 THOMAS HALES
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The current working goal of researchers is to create an unbroken formally-verified
chain extended from the HOL Light kernel all the way down to machine code. Most of
the links in the chain have been forged. (5)

CakeML is a dialect of ML with mathematically rigorous operational semantics. Ac-
cording to its designers, “Our overall goal for CakeML is to provide the most secure
system possible for running verified software and other programs that require a high-
assurance platform” [45]. The CakeML team has improved the HOL in HOL verification
[52], [51], [44]. This work closes various gaps in the verification of the OCaml imple-
mentation of HOL, such as object magic (a mechanism that defeats the OCaml type
system) and mutable strings (which allow a theorem to be edited to state something
different from what was proved). The HOL system can be extended by adding new def-
initions and new types. The formal verification now covers these extensions. It verifies
the soundness of an implementation of the HOL kernel in CakeML, according to the
formally specified operational semantics of CakeML.

In related work, a verified compiler has been constructed for the CakeML language
[45], [58]. This brings us close to end-to-end verification of HOL Light, from its high-
level logical description down to execution in machine code.

1.6. Disclaimers

At the conclusion of this section, we make the usual disclaimers. Without exception,
all physical devices are prone to failure. Soft errors (typically caused by alpha particle
interactions between memory and its environment) produce a steady stream of errors
depending on complex factors such as hardware architecture and the height above sea
level at which the calculation is performed. A formal proof in HOL of the correctness of
HOL carries the evident dangers of self-justification. Proofs of correctness are made rel-
ative to mathematically precise idealized descriptions of things rather than the physical
objects themselves.

Notwithstanding all these issues, formalization reduces defect rates in proofs to levels
that are simply not possible by any other available process. Now that the formal proof
of HOL in HOL has been translated into other systems, the dangers of self-justification
are minimal. Overall, formalized mathematics can now claim to be orders of magnitude
more reliable than traditionally refereed papers.

5. A brilliant success has been the construction of a formally verified C compiler [46]. Another
remarkable project is the full formal verification of an operating system kernel [21]. Concerning the
formal verification of Coq and Milawa (an ACL2-like system), see [11] [50]. In this survey article, we
focus on the work done on formal verification related to the ML programming language, because it fits
more closely with our narrative of building a trustworthy system in HOL.
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We should not compromise rigorous mathematical standards

as we move from paper to computer. In fact, this is an

opportunity to drastically improve standards. Many computer

bugs are simply slips in logical and mathematical reasoning

made by programmers and software designers.

• Mathematics influences the standards of scientific

discourse, in the statistical sciences, in computer science,

and throughout the sciences. If we promote sloppy

platforms, the entire world will be worse off.

• Bugs in computer systems can lead to disaster: Intel

Pentium FDIV bug, Ariane V explosion, . . .

• Bugs and design weaknesses in cryptographic software

can be exploited by adversaries: Heartbleed, Logjam,

Freak bug, . . .

16

On Digital Math Libraries
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QED Manifesto “QED is the very tentative title of a project
to build a computer system that effectively represents all
important mathematical knowledge and techniques. The QED
system will conform to the highest standards of mathematical
rigor, including the use of strict formality in the internal
representation of knowledge and the use of mechanical
methods to check proofs of the correctness of all entries in the
system.”

“QED Project Summary: The aim of the QED project is to
build a single, distributed, computerized repository that
rigorously represents all important, established mathematical
knowledge . . . This system will have benefits for
mathematics, science, technology, and education.”

http://mizar.org/qed/workshop94/qed-proposal.html

6

QED Manifesto
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In 2014, I participating in the QED+20 conference, looking

back at the QED project after 20 years.

At QED+20, John Harrison made a critical historical analysis

of the QED project. See

https://www.youtube.com/watch?v=yDN2a6xFUtc (slides are

available). Harrison criticizes the way the project got lost in

balkinization and meta-concerns.

The QED manifesto has had great influence, but the dream

was not realized.

7

QED+20
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A concrete proposal: mathematical FABSTRACTS
(formal abstracts)

Given today’s technology, it is not reasonable to ask for all
proofs to be formalized. But with today’s technology, it seems
that it should be possible to create a formal abstract service
that

• Gives a statement of the main theorem(s) of each
published mathematical paper in a language that is both
human and machine readable,

• Links each term in theorem statements to a precise
definition of that term (again in human/machine readable
form), and

• Grounds every statement and definition is the system in
some foundational system for doing mathematics.

8
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One way to make proof assistants more usable is to increase

the amount of automation. Ideally, the human should provide

the high level structure of a proof as it is done in a

traditionally published paper, and the computer should use

search algorithms to insert the low-level reasoning. As

technology has developed, computers have become capable of

providing more and more of the low-level reasoning.

There is no general decision procedure. Some decision

procedures such as the Presburger algorithm for the additive

first-order theory of natural numbers or quantifier elimination

for real closed fields only have a limited practical value for

formal proofs because they are so slow.

8

Proof Automation is the key
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given first-order theory. An SMT algorithm searches for a valuation of the predicates

in the theory that satisfies the propositional formula.

For example, the following calculation comes up in the proof of the Odd Order theo-

rem. Let G be a finite group, and let (βij) be a matrix of virtual characters, with each

entry a linear combination ±χ±χ′ ±χ′′ of three distinct irreducible characters. Assume

the matrix has at least four rows and two columns. Assume the inner product relations

�βij,βi′j′� = δii′ + δjj′ , for (i, j) ≠ (i′, j′),
with respect to the usual inner product on class functions with an orthonormal basis

consisting of irreducible characters. The conclusion is that the virtual characters in

each column of the matrix have a common irreducible character as constituent with a

common sign.

A moment’s reflection reveals that it is enough to show the conclusion for arbitrary

4×2 submatrices. On each 4×2 block, up to renaming the irreducible characters, a finite

enumeration gives all ways to express the entries βij as a signed combination of three

irreducibles. Thus, the proof reduces to a case analysis. Symmetry arguments further

reduce the number of cases. The case analysis is done by hand in [55]. In the formal

proof, Théry programmed the claim into a quantifier-free problem with uninterpreted

symbols in an SMT solver. The SMT solution was then transcribed into a formal proof

in Coq [25]. We list a code snippet from the formal proof of the Odd Order theorem.

The first line of code asserts unsatisfiability: no irreducible character χ1 appears with

positive coefficient in βii and negative coefficient in βji.

Let unsat_J : unsat � & x1 in b11 & −x1 in b21.
Let unsat_II: unsat � & x1, x2 in b11 & x1, x2 in b21.

3.3. Other forms of automation

Automation in proof assistants takes many forms, including the evaluation of arith-

metic expressions, the verification of polynomial and vector space identities, and deci-

sion procedures for linear real arithmetic.

Gröbner basis algorithms provide a particularly useful tool to prove general ring

identities. If S is any system of equalities and inequalities of polynomials that holds in

every integral domain of characteristic zero, then it can be transformed into a Gröbner

basis problem over Q. Buchberger’s algorithm has been implemented in many of the

major proof assistants. For example, one line of code suffices to generate a formal proof

of the following isogeny of elliptic curves over R. The symbol & denotes the function

embedding N into R.

� a′ = &2 ∗ a ∧ b′ = a ∗ a − &4 ∗ b ∧
x2 ∗ y1 = x1 ∧ y2 ∗ y21 = &1 − b ∗ x41 ∧
y21 = &1 + a ∗ x21 + b ∗ x41�⇒ y22 = &1 − a′ ∗ x22 + b′ ∗ x42

Buchberger’s algorithm
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SAT/SMT reasoning
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Some Flyspeck inequalities are listed below.

∆(x1, . . . , x6) = x1x4(−x1 + x2 + x3 − x4 + x5 + x6)

+x2x5(x1 − x2 + x3 + x4 − x5 + x6)

+x3x6(x1 + x2 − x3 + x4 + x5 − x6)

−x2x3x4 − x1x3x5 − x1x2x6 − x4x5x6,

∆4 =
∂∆

∂x4
,

dihx(x1, . . . , x6) =
π

2
− arctan

�
−∆4(x1, . . . , x6)�
4x1∆(x1, . . . , x6)

�
,

dihy(y1, . . . , y6) = dihx(y
2
1, . . . , y

2
6).

• 4717061266

∆(x1, x2, x3, x4, x5, x6) > 0, 4 ≤ xi ≤ 6.3504

• 7067938795

dihx(x1, . . . , x6)− π/2 + 0.46 < 0,

4 ≤ x1,2,3 ≤ 6.3504, x4 = 4, 3.012 ≤ x5,6 ≤ 3.242

• 3318775219

0 <dihy(y1, . . . , y6)− 1.629 + 0.414(y2 + y3 + y5 + y6 − 8.0)

− 0.763(y4 − 2.52)− 0.315(y1 − 2.0),

2 ≤ yi ≤ 2.52

1Reduced to a polynomial inequality

82

If 4 ≤ xi ≤ 6.3504, for i = 1,2,3 and if x4 = 4, and
3.012 ≤ xi ≤ 3.242 for i = 5,6, then

dihx(x1, . . . , x6) − π�2 + 0.46 < 0.

9

(431 seconds)
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capable of providing more and more of the low-level reasoning. For an overview of
automated reasoning in formal proofs, see [34].

As we explained in the first section of this report, it is a matter of great importance
for the underlying logic of the proof assistant to be sound and for the implementation in
code to be free of bugs. Proof search algorithms are based on fundamentally different
design considerations than the proof assistants themselves. With search algorithms,
we can take a more relaxed approach, with the understanding that their results must
eventually be verified by the proof assistant before being admitted as part of formal
proof.

There is no general decision procedure for mathematics as a whole. Some decision
procedures such as the Presburger algorithm for the additive first-order theory of natural
numbers or quantifier elimination for real closed fields only have a limited practical value
for formal proofs because they are so slow.

There are dangers in combining partial automation with human interaction. There
is a psychological tendency for the human to “wait and see” rather than race against
the computer, when the human and computer are both engaged in the same task. An
automated procedure might make sudden complicated changes to the proof state that
strand the user in uncharted territory. For these reasons, it is good to have procedures
that fail quickly when they fail and that take a fully-documented circumscribed step
forward when they succeed.

3.1. First-order logic

A first-order formula with equality in the predicate calculus is a formula built from
variables x, y, . . ., logical operations ¬,∧,⇒, . . ., n-ary function symbols f, g . . ., n-ary
predicate symbols P,Q, . . . and quantified variables ∀x,∃y, . . ., according to syntactic
rules that we will not spell out here. For example,

((∃x. P (x))⇒ (∀y. Q(y)))⇔ (∀x∀y. P (x)⇒ Q(y))
is a first-order formula. In contrast to higher-order logics discussed earlier, in a first-
order formula, quantifiers over function symbols and predicate symbols are not allowed.

We are interested in algorithms that are refutation complete; that is, given the input of
an unsatisfiable first-order formula, the algorithm outputs a proof of its unsatisfiability.
A refutation complete algorithm can also produce proofs of logically valid formulas, by
refuting the negation of the formula.

What has been understood for a long time are rules of inference (resolution together
with special inferences that deal with equality) that are refutation complete. Recent
research seeks to find efficient ways to manage and contain the vast explosion of clauses
that can result by repeated application of the inference rules. Poorly designed algo-
rithms exhaust available memory before a refutation is found.

Today, automated first-order theorem provers can handle problems with thousands
of axioms [10], [34]. In recent years, the Vampire theorem prover has dominated the
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annual competition, with other strong contenders such as the SPASS and E theorem
provers [43], [57], [68], [59].

There are some automated theorem provers based on higher-order logic but the most
prevalent practice is to translate problems from higher-order logic into first-order logic,
solve them there, then translate the answers back into higher-order logic, with an au-
tomated reconstruction of a formal proof inside the proof assistant. (6)

An early example of translating proofs in this way is Harrison’s MESON procedure
(based on model elimination), implemented in HOL Light. In this approach, the human
supplies all the relevant theorems, and the automated procedure generates the logical
glue that combines the given theorems into a proof.

Paulson advocates shipping the goal together with large libraries of theorems to a
first-order theorem prover, and letting it figure out which of many theorems to use in
the proof [53]. The human is no longer forced to search through the libraries to find
the relevant theorems. The method is called a sledgehammer for its ability to deliver a
powerful blow and its complete lack of finesse.

In a refinement of this approach, an automated heuristic procedure selects a few
hundred theorems deemed to be the most relevant and ships those to the theorem
prover. For example, to prove a new trig identity, we might select other trig identities
as likely to be relevant. There is an art to selecting relevant premises wisely, and
machine learning algorithms can be trained to do this effectively [66], [40], [39], [2].

Here is one simple example of a theorem proved in this way [41]. The theorem states
that the convex hull of any three points in R3 is a set of measure zero. The automated
procedure was able to comb through large libraries of previously established theorems
to locate the following relevant facts: the convex hull is a subset of the affine hull;
the affine hull of three points in R3 is a set of measure zero; and a subset of a set
of measure zero has measure zero. The procedure then combines these facts with the
necessary logic to give a fully automated formal proof.

Sledgehammers and machine learning algorithms have led to visible success. Fully
automated procedures can prove 40% of the theorems in the Mizar math library, 47%
of the HOL Light/Flyspeck libraries, with comparable rates in Isabelle [38], [41], [15].
These automation rates represent an enormous savings in human labor.

3.2. SAT Solvers and SMT

Boolean satisfiability (SAT) solvers implement algorithms that test for the satisfia-
bility of formulas in propositional logic [48]. Is there an assignment of truth values to
propositional variables for which a given formula evaluates to true? SMT (satisfiability
modulo theories) algorithms combine the propositional reasoning of SAT solvers with
reasoning within a given theory [12]. The input to the algorithm is a propositional
formula in which the boolean variables have been replaced with predicates from the

6. There are many issues that come up in translating formulas in higher-order logic into first-order
logic that I will not discuss here. In particular, some of the procedures might not be logically sound.
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6. There are many issues that come up in translating formulas in higher-order logic into first-order
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Lemma 1. The convex hull of any three points in R3 is a set
of measure zero.

Proof. An automated procedure locates the following facts in
the relevant libraries and combines them with the necessary
logic to give a formal proof.

1. the convex hull is a subset of the affine hull;

2. the affine hull of three points in R3 is a set of measure
zero;

3. a subset of a set of measure zero has measure zero.

5
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